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Abstract. With the rise of consumer-grade spherical cameras, offering
full omni-directional 360◦ image capture, the potential for low-cost omnidirectional stereo vision is ever present. Whilst this potentially offers
novel low-cost omni-directional depth sensing without the need for active range sensing, it presents a number of challenges associated with the
realization of contemporary dense stereo matching across this spherical
imaging format. In this work, we outline an approach for omni-directional
dense stereo vision, based on imagery from two consumer-grade spherical
cameras mounted in a bi-polar configuration, offering 360◦ depth recovery at 5.5 fps. Specifically we outline the required aspects of inter-camera
calibration and equirectangular image correction before detailing the required angular disparity correction that is unique to this stereo sensing
formulation. Furthermore we illustrate the disparity and synchronization
error achievable with the use of such consumer-grade spherical camera
units, in addition to the quality of disparity (depth) available, within the
context of on-road sensing for future vehicle autonomy.
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Introduction

Recent advances in low-cost camera technology have seen the rise of widelyavailable consumer-grade spherical cameras, offering full omni-directional spherical panoramic video via dual-lens 180◦ × 180◦ image capture at the cost of
a few hundred dollars (Ricoh Theta S; Samsung Gear 360 - 2017). The ready
availability of such devices naturally facilitates the consideration of 360◦ depth
recovery by using two within a classical stereo vision formulation. Whilst such
an approach would potentially offer all-round depth recovery for a range of generalized video surveillance or vehicle autonomy sensing scenarios, a number of
notable additional constraints exist for spherical-based stereo. These constraints
prevent straight-forward consideration of using a pair of such cameras as simply
the left and right corresponding stereo views. As identified in the recent work of
[10], any placement of the cameras will result in varying inter-occular distance
(i.e. stereo baseline) dependent on the viewing angle as it diverges from the camera centre (illustrated by the face positions within Figure 1A). In addition the
360◦ field-of-view means that any side-by-side arrangement of the cameras, as
per the methodology of [10,9], will indeed cause self-occlusion of a part of the
field-of-view of one camera by the other (and vice-versa, Figure 1A). Furthermore, we must address the issues of intrinsic and extrinsic camera calibration
from a spherical format image in addition to that of photometric variation as
we would in any stereo camera formulation. For a 360◦ viewpoint in an outdoor
scene, photometric variation due to varying natural illumination can be considered a more significant issue than with narrow field-of-view forward facing stereo.

In addition, the use of low-cost consumer-grade hardware also brings with it issues around absolute frame synchronization between the spherical stereo image
pair [10].
Only a few researchers have fully considered the use of modern spherical
camera hardware [8,10,9]. Traditional omni-directional stereo systems have involved the use of a single camera with one or more curved mirrors (e.g. Caron
et al. [3]). The early seminal work of Li et al. [8] considered the use a classical
equirectangular (longitude-latitude) projection model for spherical stereo vision,
which was later extended to consumer-grade hardware by [9].
To consider a spherical stereo vision as a low-cost maximal depth coverage
option, the fundamentals of spherical camera models must be considered. Geyer
et al. [4], provide a basic practical projection model for panoramic images whilst
Barreto et al. [1] described a projection model for catadioptric images [1]. These
varying projection models were later unified into the spherical projection model
of Mei et al. [11] that encapsulates omni-directional images by extending the
work of [8] with an additional parameter, ξ, to compensate for the discrepancy
between the real and spherical camera centre points during calibration.
Notably the prior work of [9] on consumer-grade hardware uses the earlier
camera model of Li et al. [8], potentially explaining the poor and unstructured
results obtained within that study ("look a little messy" [9]). By contrast, the
recent work of [10] relies on the proprietary equirectangular projection model of
the spherical camera in use (Ricoh Theta S, 2017 [14]) to produce high-quality
omni-directional stereo image stills using a filling arrangement to overcome the
self-occlusion of their side-by-side stereo camera arrangement.
In this work, our contributions address a number of issues relating to the
challenges identified within these earlier approaches [9,10]. Firstly, we adopt the
camera model proposed by [11], overcoming the quality issues identified in [9] and
avoiding reliance on the proprietary projection model of [10], thus illustrating
the true potential of consumer-grade spherical stereo in this space. Secondly, we
develop a novel bi-polar arrangement addressing the stereo self-occlusion issue
identified in [10] by placing one camera directly below the other (essentially
with each camera thus occupying the vertical blind-spot of the other - Figure
1B). In addition, by adopting the calibration approach of [11], we propose a
conventional target-based calibration approach akin to the seminal work of [15]
but differing from natural feature point driven approach of [10]. Practically we
illustrate the inter-camera synchronization achievable on unmodified consumergrade hardware of this genre and extend the omni-directional still image stereo
results of [10] to 5.5 fps (frames per second) video.
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Approach

Our approach comprises of three main elements:- construction of a bi-polar
spherical stereo rig (Section 2.1), calibration via an effective spherical camera
model (Section 2.2) and final calculation of stereo disparity with additional angular correction to account for the varying stereo baseline introduced by the
spherical lens configuration (Section 2.3).

2.1

Bi-polar Camera Configuration

As identified in the recent work of [10], the use of a conventional side-by-side
stereo camera configuration with left (L) and right (R) cameras, as depicted in
Figure 1A, gives rise to the problem of inter-camera occlusion when considered
for use with spherical stereo cameras (i.e. self-occlusion within the stereo rig
itself). As shown in Figure 1A any planar placement of two cameras with a 360◦
horizontal field-of-view in a conventional left (L) and right (R) stereo configuration will result in one camera partially occluding the field-of-view of the other.
In Figure 1A camera R occludes the field-of-view of camera L in the direction
of the rightmost black arrow and conversely camera L occludes the field-of-view
of camera R in the direction of the leftmost black arrow.

Fig. 1. Spherical Stereo Camera Configurations — side-by-side (A), bi-polar (B)
and physical construction (C).
Whilst prior work [10] has asserted this limitation is fundamental to any such
configuration of omni-directional stereo cameras, by contrast we instead observe
that whilst such 360◦ stereo coverage is highly desirable in the horizontal plane
for most applications (i.e. surrounding a given sensor placement from all directions) it is significantly less attractive in the vertical plane (i.e. top to bottom).
With this in mind, we can formulate an alternative bi-polar camera configuration (Figure 1B) such that our stereo spherical cameras are now configured in a
vertical offset rather than the traditional side-by-side horizontal configuration.
As shown in Figure 1B, this configuration separates the 360◦ horizontal field-ofview of the upper and lower (North/South bi-polar) cameras (denoted now as
{N, S}) such that the opposing camera now only exists in the physical/practical
bind-spot of the other. Whilst an omni-directional (360◦ ) camera has no such
blind-spot in theory, we observe that such a camera indeed has a non-zero distance between each of the 180◦ × 180◦ lenses and has physical mounting point
at each pole (Figure 1C). Furthermore, for deployment in any terrestrial environment the polar directions of the field-of-view (i.e. straight upwards / straight
downwards) will be of limited practical value as ground or sky regions. Overall,
this gives us a convenient methodology for bi-polar camera placement that forms
a top to bottom vertical offset for the recovery of stereo depth as opposed to
the conventional left-right horizontal configuration. Our vertical configuration is
readily viable using a simple geometric transform of established horizontal stereo
calibration and disparity estimation approaches [6].

2.2

Spherical Camera Model

To facilitate ready comparison between conventional and omni-directional stereo
camera models, conventional stereo theory is initially presented to introduce
terminology and notation. Subsequently, the camera model and stereo concepts
within an omni-directional setup including spherical projection, epipolar geometry and final equirectangular projection are presented.

Fig. 2. Stereo Camera Models - conventional stereo (A) and spherical camera
(B).
Conventional stereo uses two cameras, {L, R}, obeying the pin-hole camera
model [6] (Figure 2A). A pin-hole camera model projects a given scene onto a
planar surface, known as the image plane (denoted by axes Ui ↔ Vi i ∈ {L, R}
in Figure 2A). Figure 2A shows a 3D point, P = {X, Y, Z}, being projected
onto the left image plane, UL ↔ VL , as a 2D point, pL = {x, y}. Every such
projection from the scene to the image plane, passes through the optical centre
of a camera obeying the pin-hole camera model, denoted as CL and CR for the
left and right camera respectively (Figure 2A).
Within a stereo formulation, for every given point within the left image plane,
the corresponding point on the right image plane needs to be identified such
that triangulation can facilitate depth recovery. To reduce the search space of
this stereo correspondence problem, epipolar geometry is used to limit the correspondence space of pL to a horizontal line on the right image plane, UR ↔ VR
[6]. Figure 2 illustrates all of the corresponding points on UR ↔ VR that may
correspond to pL . This epipolar constraint is formulated as the plane formed by
the points P , CL and CR (denoted as epipolar planes) such that corresponding
points lie on the associated horizontal lines formed on each of the left and right
image planes (denoted as epipolar lines). This is expressed algebraically as:
pL T F pR = 0

(1)

where pL and pR are the corresponding left and right image plane projections
respectively of the same scene point, P , viewed from the two different camera
positions (Figure 2A) and F is the fundamental matrix encompassing both the
intrinsic (camera projection matrix, K) and extrinsic (essential matrix, E) [6]
camera parameters recovered via calibration with an a priori target [15].

By contrast we use a spherical camera model to represent our omni-directional
cameras (Figure 2B) such that a scene point, P , is first projected to a unit sphere
by:
P
Ps =
(2)
kP k
Adoption of a spherical camera model effects our recovery of the intrinsic
camera parameters, K. To recover the intrinsic parameters in this case, following
the work on spherical camera models of Mei et al. [11], an additional parameter
ξ is used to quantify the difference between the real camera and spherical camera
centres (denoted as Cs and Cp within Figure 2B). Given a point, Ps = {X, Y, Z},
in the spherical coordinate system of Cs , this would now be Ps = {X, Y, Z + ξ}
in the camera coordinate system of Cp . Following the outline of [11], this is then
Y
X
, Z+ξ
, 1) from
projected to the normalized plane, Πn , with coordinates ( Z+ξ
which the camera projection matrix K projects from Πn to the image plane Πd .


K is defined as follows:
fu η fu ηα u0
K =  0 fv η v 0 
(3)
0
0 1
such that fu and fv are the horizontal and vertical focal lengths in pixels, η
is a function of lens geometry [11], α is a measure of skewness and (u0 , v0 ) is the
principal point of the camera image. fu η can be considered as an effective focal
length for the u-axis, and similarly fv η in the orthogonal v-axis direction. A
final undistortion, D, addresses remaining radial and tangential lens distortions
following the outline of [11] to arrive at a rectified spherical image.
However, all modern dense stereo matching approaches operate on rectified
pin-hole camera model images whereby the epipolar lines are reduced to the
horizontal pixel rows of the left and right images within a conventional stereo
setup [12]. By contrast, a rectified spherical camera image has a circular region
of interest around the image centre (Figure 3, left) such that pixel rows represent
projections of arbitrary unknown arcs through the scene.
To facilitate the use of a conventional stereo matching approach in an unadapted form, leveraging the notable optimizations are that often present for this
horizontal matching format, a final longitude-latitude (equirectangular) image
projection is used to ensure that the resulting pixel rows of the rectified image
are suitable for horizontal stereo correspondence. Such a projection is defined as
follows:
u = fs θ
(4)
v = fs φ
where θ is longitude, from the Xs axis rotating clockwise around the Ys axis,
φ is latitude from the negative Ys axis rotating clockwise around the Xs axis;
both θ and φ are in radians. fs is a scale factor converting a given angle into a
linear pixel distance (effectively the radius of the spherical model that can be
used to scale the image as required).
Returning to our discussion of epipolar geometry for completeness, our point
Ps = {X, Y, Z + ξ} would now be visible from both spherical cameras ({N, S}
from Figure 1B) such that there must exist a vector from P to the principal point
of the top camera (uN , vN ) and similarly to that of the bottom camera (uS , vS )

intersecting the spherical image plane at points (XN , YN , ZN ) and (XS , YS , ZS )
respectively. These two vectors along with the baseline separation, bs , between
the two cameras form an epipolar plane (see Figure 2B) with the corresponding
epipolar lines forming circles around the principal point as shown in Figure 3
(left). Our final longitude-latitude projection (Eqn. 4) projects these epipolar
circles to vertical lines parallel to the v-axis for our case of vertical offset stereo
(Figure 2B).
2.3

Stereo Disparity

Following the comparative studies of [12,5], and the specific comparative findings
of [10] with regard to omni-directional stereo vision, we select the seminal SemiGlobal Block Matching (SGBM) dense stereo disparity estimation approach of
[7] as the basis for our final stereo depth recovery. We use a post-confidence margin of 8% (i.e. selected matching cost at least 8% lower than next best matching
cost) and additional speckle filter post-processing. SGBM is used with the simpler Birchfield-Tomasi sub-pixel metric [2] to overcome inter-camera photometric
variation and improve overall real-time performance.
Conventionally, for a pair of pin-hole model cameras set up in a stereo configuration, depth Z can be calculated from this disparity as:
b
(5)
Z=f
d
where b is the baseline (distance) between the two cameras, f is the focal length
in pixels and d is the stereo disparity, d = uL − uR , where uL and uR are
corresponding scene pixel positions in the left and right images. For spherical
cameras, with reference to the equirectangular projection defined in Eqn. 4,
disparity is defined as:
d = vN − vS = fs (φN − φS )
(6)
where vN and vS are the pixel coordinates in the v-axis direction for our
vertical offset bipolar camera configuration. The disparity hence represents a
change in arc length as opposed to the conventional linear distance. Therefore
we express depth as a distance to the upper principal point (top-most, camera
N ) using:
sin(vN /fs )
ρ N = bs
(7)
sin(d/fs )
where ρN is the distance of a point in 3D space from the upper camera
principal point and bs is the baseline between the spherical cameras. A proof is
presented in Table 1 where the left inset sub-figure shows an epipolar plane of a
spherical stereo setup. The green lines represent the epipolar lines and the orange
lines represent the projected rays. To prove Eqn. (7), a line segment CN A has
been drawn such that it is perpendicular (⊥) to CS P . The following definitions
shall also be used: bs = CN CS , ρN = CN P , with notation such that]ijk represents the interior angle at point j between line segments ij and jk and 4ijk to
mean the triangle defined by vertices {i, j, k} for i, j, k ∈ {CN , CS , P }. Hence we
have retrieved the polar coordinates {θN , φN , ρN } of our 3D point with respect
to the north camera.

Statement

Reasoning
An exterior angle is the
sum of the opposite interior angles (rearranged).

1 ]CN P CS = φN − φS
2 CN A ⊥ CS P

Given:
4CN AP is a right angle
3 k CN A k= ρN sin(φN − φS )
triangle
4CN ACS is a right an4 k CN A k= bs sin(φS )
gle triangle
Equating statements 3
5 ρN sin(φN − φS ) = bS sin(φS )
and 4

ρN sin
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vN
vS
−
fs
fs




vS
fs

vS
fs



=bs sin

7 ρN sin



d
fs



= bs sin

S /fs )
8 ρN = bs sin(v
sin(d/fs )





Substituting v = fs φ
from longitude-latitude
projection (Eqn. 4)
Substituting the definition of disparity (Eqn. 6)
By re-arrangement of
statement 7

Table 1. Proof — spherical depth calculation (Eqn. 7).
Eqn. 7, ρN , proven via Table 1, can be converted back into Cartesian depth,
 


Z, as follows:
vN
uN
Z = ρN sin(φN ) cos(θN ) = ρN sin
cos
(8)
fs
fs
and similarly for polar to Cartesian conversion for X and Y within P =
{X, Y, Z}. This formulation (Eqn. 6 — Eqn. 8) provides angular disparity correction for our spherical camera based stereo formulation addressing the issue of
inter-occular baseline variation (shown in Figure 1A/B).
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Evaluation

Our stereo rig consisted of two Ricoh Theta S cameras (2017; firmware: 01.82
[14]) in a bipolar configuration (Figure 1C) operated in live streaming mode
via a USB 3.0 hub with an additional 5V DC power injector. This delivers
1280 × 720 video at 15 fps (6Mbps transfer) per camera which is then split
into dual fish-eye images (∼190◦ × ∼190◦ ) forming four images of resolution
640 × 640, {Nf ront , Nback , Sf ront , Sback } as illustrated in Figure 4.
All processing is performed on an Intel Core i7-5700HQ CPU (2.70 GHz)
running Ubuntu Linux 16.04, with mild image cropping to remove the polar
image regions (Figure 4 right) and explicit parallelization of the independent
front/back stereo pairs, {Nf ront , Sf ront } and {Nback , Sback } for SGBM based
disparity calculation.
Calibration is performed to recover the intrinsic and extrinsic camera parameter matrices, F , K, D and baseline, bs , using an omnidirectional specific
software calibration toolbox [13], that builds on the seminal target based calibration work of [15] to facilitate recovery of the spherical camera model of [11]
including ξ. A 36×36mm, 9 ×6 square chessboard is used for calibration with

mild relaxation of the Levenberg-Marquardt optimization termination criteria
(∼100 iterations) resulting in a root mean square (rms) pixel re-projection error of ∼0.4 pixels [15]. Relative camera rotation is minimal over a baseline of
bs =∼ 246mm. Subsequent longitude-latitude projection (Section 2.2) is carried out, after the K and D transforms of Figure 2B, via a specific secondary
projection matrix defined as follows:

 |u|
θu 0 0


(9)
K 0 =  0 φ|v|v 0 ,
0 0 1
where |u| and |v| are the image width and height respectively, θu and φv
are the horizontal and vertical field-of-view in radians. For the cameras in use,
θu = φv = 19
18 π rad; |u| = |v| = 640 pixels resulting in fs ≈ 13 px/rad in Eqn. 4
onward.
Synchronization between the camera pair is measured, by imaging metronome
motion of known period, to have a mean inter-image capture delay of tavg = 860
microseconds (standard deviation σ = 122 microseconds). Assuming a Gaussian
distribution for the variation of this inter-camera synchronization delay gives
a maximal inter-image synchronization delay, tavg + 3σ = 1.23 milliseconds,
which is negligible at only 1.8% of the maximum achievable frame rate (frames
per second, fps) of the camera in use. Any reduced frame rate due to stereo
processing only makes this synchronization error less significant.

Fig. 3. Example results from original spherical camera image, longitude-latitude
correction and final disparity and depth (3D point cloud) output
Results are shown in Figure 3 where we see the spherical images {Nf ront ,
Sf ront } from the stereo rig mounted on top of a vehicle (Figure 3 left) and
the resulting longitude-latitude image projection for this pair (Figure 3 middle)
with the resulting greyscale disparity image (Figure 3 right, upper) and 3D point
cloud (depth) projection of the resulting scene (Figure 3 right, lower). Within
the disparity of Figure 3, the structure of the building is well defined despite
illumination variations. Feature-less regions and occlusion result in lesser depth

coverage, as does the use of a high post-confidence margin (Section 2.3). Each
stereo frame set took on average 125.2 milliseconds to compute with frame rate
varying between 5.5—9 fps under test. SGBM contributed 80—90% of the total
computation time per frame. A stable frame rate of 5.5 fps is found over the
additional sequence examples presented in Figure 4 (video sequence available
from https: // youtu. be/ XBjgPqwNhxo ). Although flickering noise is present,
this can be attributed the large-scale automatic illumination adjustment within
the consumer-grade hardware in use (ISO sensitivity: 100—1600 [14]).

Fig. 4. Example results from vehicle mounted traverse of Durham City, UK.
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Conclusion

Overall we successfully demonstrate the recovery of spherical omni-directional
stereo disparity using low-cost consumer-grade spherical camera hardware. We
propose a novel bi-polar camera configuration addressing the issue of camera
inter-occlusion within this domain identified by [10] and, by adopting an effective camera model from [11], show that viable disparity recovery is achievable on
this genre of hardware using conventional dense stereo disparity estimation techniques. Furthermore, we outline the full end-to-end spherical camera projection
model required without reliance on the proprietary equirectangular correction
of prior work [10]. We investigate and report the camera synchronization and
real-time spherical stereo processing frame rates that are available using contemporary hardware to achieve 360◦ stereo depth recovery at 5.5 fps illustrated
for an on-vehicle sensing scenario.
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